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Abstract—Location estimation of tourist photos by classification is challenging due to the unstable and lessdiscriminative features of photos taken in each city. In this
paper, we originally deal with this issue in an alternative
way, which begins with but is not limited to classification.
We explore textual, temporal, geographic as well as visual
information to make tour route recommendation. Given a
query photo, we recommend a city by first classifying the
photo to get scores that indicate its similarities with photos
from each city, and then evaluating the attractiveness of
each city by modeling its hotness potential. We do not aim at
finding out where the photo was taken exactly; instead, we
combine the similarity and hotness potentials according to
the user’s preference and recommend the city that has the
highest combination value. Then, we suggest the next city by
further modeling the correlation and interaction between
cities pairwise with two potentials, i.e., proximity and covisitedness. Applying the greedy algorithm, we recommend
one city at a time and eventually generate a tour route
consisting of all the recommended cities in order. Furthermore, in order to show different visual and cultural
characteristics across cities, we classify photos of each city
into four categories, i.e., food, landscape, man-made and
person. In experiments, we collected a database containing
41792 photos of 35 important cities along the silkroad and
provided a query sample for tour route recommendation.
Experimental results have shown the effectiveness and
reliability of our recommendation model.
Index Terms—tour route recommendation, image
classification, city hotness, photo location estimation,
silkroad

I. INTRODUCTION
In everyday life, we come across numerous photos
from time to time. Also, we are frequently amazed by
some of the wonderful photos that grasp our attention at
first glance. We may begin to wonder where these photos
were taken. Suppose someone is going to travel in the
summer vacation, and he/she believes that the location
with sights in a particular photo is the right place to go.
But where is it? This question is extremely difficult to
answer. Let’s take a look at photos in Fig. 1 first.
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Figure 1. I would like to travel there! Could you please tell me where
they are located?

Figure 2. The illustration of our motivation. The query photo was taken
in Istanbul, but its content is overwhelmed by sea, which is not representative or typical for a city. Therefore, we can hardly relate this photo
to the others which were also taken in Istanbul, such as the two photos
within the circle in the lower right corner. As an alternative, we propose
a recommendation model consisting of four potentials to find out other
interesting place which has sights similar to the query photo. In this
example, we recommend Teheran and Cairo, which also possess photos
with a large area of sea or water.

These three photos are taken in Cairo, Xian, and Istanbul
respectively. Although they are all famous sights for
traveling, it is still not easy to identify them if we have
never visited them before.
Multiple approaches have been proposed to address the
problem of photo location estimation by classification. Li
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et al. [2] classified images with textual and temporal
information as well as visual features and achieved a
competitive result when considering photos as streams.
Our work is similar to Li’s method [2] in the belief that
photos are not completely separated. Instead, they should
be taken in a stream, from which we can explore the
correlation between neighbor photos and analyze the
information they convey mutually. However, the dataset
they used contains as many as 30 million images, which
makes it difficult to generalize to other applications. Hays
et al. [1] estimated the relatively accurate geographic
information of an image in a purely data-driven way
using various features such as color, GIST and texton.
But the GPS tags they used are difficult to obtain for most
of the time. To deal with the issue of dataset, Guillaumin
[3] proposed a semi-supervised method based on MKL
(multiple kernel learning) to automatically label the
unlabeled data, and thus enlarging the training dataset to
learn an ultimate visual classifier. Unlike this semisupervised framework, we adopt a method proposed by
Wang [4], which build textual features for testing image
straightforwardly by adding up features of its nearest
neighborhoods in visual feature space.
Different from the methods mentioned above, which
aim at increasing the classification accuracy, we do not
make city recommendation purely depending on
classification results, which is still involved with
currently unsolved problems. Our system is based on the
assumption that people who are interested in the photos
are not necessarily looking for the exact places where
they were taken. Instead, people are more likely to be
interested in the style of the scenes in the photos.
Therefore, other places, even the “wrong” places but
share similar sights and culture with the target city are
acceptable and may be even more attractive. The
motivation of this paper is illustrated in Fig. 2.
On this assumption, we propose a novel framework
that makes recommendations associated with some priors,
which are modeled by so-called potentials. We consider
the classification scores as only one of our four potentials:
similarity potential. We call it similarity since it indicates
the similarity between the query photo and example
photos taken from each city. Besides, we model the
hotness potential that indicates how frequent the city is
visited. We combine the hotness potential with the
similarity potential to recommend the first city to user.
Furthermore, we aim to generate a complete tour route
rather than simply one-city query. Thus, we model the
proximity potential to prefer the next recommended city
to be less distant. Moreover, the co-visitedness potential,
which is modeled by exploring and following the
example of other tourists, is also introduced to make the
system incline to the city that is commonly co-visited
with the current city in the tour route. In summary, we
combine these four potential to make city recommendation for each query (except the first query). Note that the
similarity potential is obtained from classification results
and the other three potentials are mined from information
contained in photos. A brief illustration of potential
models for recommendation is shown in Fig. 3.
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Figure 3. Brief illustration of potential models for recommendation. The
similarity potential is obtained by classification and the other three
potentials are mined from the information of photos. We recommend
the first city with similarity and hotness potentials, and subsequent cities
with all the four potentials.

In addition, we classify the photos of each city into four
categories, i.e. food, landscape, man-made and person, to
show the different characteristics of cities and help users
to find attractive photos easier. The pipeline of our
recommendation framework is described in detail in
Section IV with Fig. 5.
From the viewpoint of information retrieval, our work
can be considered as a cross-media retrieval system [17],
[18], [19], which retrieves the location of the photo-taken
place by multiple modalities such as images and tags.
Rather than follow the general model of MMD semantic
graph [17], [18], [19], we specialize our work to deal with
the tour city problem so that we can explore the specific
relationship between different modalities and fully
exploit the information conveyed by them. In fact, the
principle of our co-visitedness model is similar to the
PageRank algorithm [6], which mines the link
relationships among objects to benefit the retrieval. Note
that the goal of our system is different from that of
traditional retrieval since we do not aim at finding out the
exact location of the photo-taken place. Instead, we
would like to combine multimodal information to make
tour recommendations according to users’ preference.
The rest of paper is organized as follows. In Section II,
we present the classification method that we adopt to
calculate the similarity potential. In Section III, we
introduce the other three potentials we mined from the
information contained in photos. In Section IV, we
present our final recommendation model by combining
the four potentials and summarize the pipeline of our
framework. Section V shows the experimental results and
provides a sample of query for cities along the silkroad.
Finally we draw conclusions and propose possible future
work in Section VI.
II. SIMILARITY POTENTIAL FROM CLASSIFICATION
Since the scores of classification indicate the similarity
between the query photo and the photos in each city
collection, we model the similarity potential by simply
normalizing the classification scores. To perform this
classification, we combine the visual and textual features
of each query photo to build the final features and then
feed them into the offline trained classifier to obtain the
scores. Below is the introduction of visual features,
textual features and the combination of them.
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Visual features: We first extract SIFT descriptors [7]
in a dense grid. Then we follow the work in [12], [13],
which both consider vector quantization and sparse
coding as coding strategies, and max pooling and average
pooling as pooling strategies. For vector quantization, we
use k-means to cluster a dictionary of size 2000 and then
quantize each of the SIFT vectors into words from the
learned dictionary. For sparse coding, which is suggested
in [15] as a generalization of VQ, we also learn a
dictionary of size 2000 and then ensure sparsity when
encoding SIFT descriptors. After that, the encoded image
can be represented as a P ´ 2000 matrix, where P is the
number of the SIFT features. By pooling process, we can
reduce each column of the matrix into a scalar, and thus
reduce the whole matrix into a single 2000 dimension
vector. In this paper, we evaluate two pooling strategies,
i.e., average pooling that accumulates all the components
in the column, and max pooling that picks out the max
component in the column. We will compare the
efficiency of these strategies and find out the best one to
accomplish our classification work.
Textual features: Unlike the setup of some traditional
image classification, our training photos downloaded
from Flickr [5] are associated with textual features. For
the textual features, we build a tag dictionary of size 1030,
which contains tag words that appear in frequency higher
than 26 times. Therefore, we finally obtain a 1030dimension histogram for each photo as its textual feature.
However, when it comes to the testing phase, this
textual information is no longer attached to the test
photos. To address this problem, we adopt the method
proposed by Wang [4] and use a reference set to estimate
the textual features. The reference set consists of photos
whose textual features have been pre-computed and
associated. In particular, the training set can be used as
reference set. For each test photo, we find its 10 nearest
neighborhoods from the reference set with visual features.
Then we build the textual feature by adding up the
features of all the top 10 nearest neighborhoods.
Combination: In this work, we adopt the following
two methods of combining the visual and textual features
to form the final features.
The first one is to concatenate the two feature vectors.
To make the concatenated feature discriminative, we use
the model similar to [4] to learn a concatenation weight
for these two features. The objective function is defined
as follows,
J = å (e -dv -wdt - Si )2 ,
(1)
i

where i denotes the i th photo pair to train the
concatenation weight, dv and dt are the distances of
visual and textual features for the i th pair respectively.
We define S i = 1 when two photos of the i th pair
belong to the same category, and Si = 0 otherwise.
By minimizing the objective function J defined in (1),
we force the photos to be close in the concatenated
feature space if they are from the same category and to be
far away if they are not.
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The second method is the Multiple Kernel Learning
(MKL) that can learn the weights for combining a kernel
constructed by the visual features with a second kernel
corresponding to the textual features, and learn the
parameters of support vector machine (SVM) which we
adopt as our classifier simultaneously.
We adopt the classification method that works best in
our experiments and normalize the classification scores of
this method to obtain the similarity potential.
III. POTENTIALS FROM INFORMATION MINING
Each photo downloaded from Flickr by im2gps code [1]
has its comment field, containing information such as
photo ID, title, description, date upload, owner, and
interestingness. Among them, we extract the following
information from each photo, which reveals the relative
importance of photos and indicates the correlation and
interaction between them.
 Owner: it shows the ID of the Flickr user who
uploaded the photo. Since the ID is unique for each user,
we can use it to identify the users. We extract this
information to make hotness inference, which will be
introduced later in detail. Although the author and owner
of a photo can be different, we do not distinguish them in
this paper.
 Owner’s name: it is the name of the ‘Owner’,
which is more straightforward and readable than the ID.
We use owner names when displaying the hottest authors.
 Date upload: it is a numerical form of the date
when the user uploaded the photo. We extract this
information to calculate the time interval between the
dates when photos of two cities were uploaded by the
same author. We use this temporal information to model
the correlation between two cities, which we will
introduce in the part C of this section in detail.
 Interestingness: it is the rank of all the photos
returned by Flickr, which indicates the relative popularity
and significance of the photo. For convenience, we
transform it into numerals and then normalize it into (0 1].
 Latitude and Longitude: these two properties point
out the geographic location of photo-taken city. We
assign the geographic tag for each city with the most
frequent value of latitude and longitude in its photo
collection.
By using the above information, we model the
following three potentials of each city or city pair for
recommendation.
A. Hotness Potential of each city
Generally speaking, tourists tend to take more photos
in cities where they find something interesting. In turn,
these photos taken by them are likely to attract other
tourists to visit the interesting cities. As a result, hotter
cities correspond to more photos of higher interestingness
and larger numbers of authors. Based on this observation,
we model hotness of each city by multiplying the relative
interestingness of photos taken there and the relative
numbers of authors who have taken photos there. We
denote the set of K cities as C = {C k | k = 1, 2, , K } ,
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and each city C k contains a photo collection PC . Also,
k
we

denote

the

set

of
and

A = {Ar | r = 1, 2, , R},

N
each

authors
author

as

Ar

corresponds to a photo collection PAr . Therefore, we get
the whole photo set as P = Kk =1 PC = Rr =1 PA . Then we
k

r

compute the interestingness value I (pi ) for each photo
pi . For simplicity, we denote the sum of the
interestingness of the photos taken in city C k as,

IC = å I (PC ).
k

(2)

k

I Ar = å I (PAr ).

Now, the hotness of city C k can be computed as,

HC k =

åx
r =1

k

K

å IC
k =1

R

K

r ,k

,

(3)
HAr =

k

where x r ,k is a binary value, which is assigned 1 if author

Ar has taken photos in city C k , and assigned 0 otherwise.
The left factor in (3) is the relative interestingness of the
photos in city C k and the right factor is the relative
numbers of authors who have taken photos there.
B. Proximity Potential of each two-city pair
With the latitude and longitude obtained from the
photo collection of each city, we can estimate the
geographic distance of each city pair. We assume that the
earth is an ideal sphere and thus the distance can be easily
computed from the latitude and longitude coordinates by
applying geometry principles. The ultimate distance
between city pair (C i - C j ) can be modeled as,
D ji = Dij = R * cos-1 (sin glati sin glat j
+ cos glati cos glat j cos(gloni - glon j )),

(4)

where R = 6378.1km is the equatorial radius of the
earth, and glati , gloni is the geographic latitude and
longitude of city C i respectively.
Assuming that the users always travel by air and the
average speed remains constant (If two cities are too
close to take a plane, the length of the actual path of other
vehicles, which can be regarded as a curve between two
nearby points, will also be close to the length of the direct
path), then we can get the geographic proximity of each
two-city pair by calculating the reciprocal of distance as,
(5)
Pij = 1/ Dij
Finally, we normalize all the elements of the pair-wise
proximity matrix into [0 1].
C. Co-visitedness Potential of each two-city pair
The co-visitedness of each two-city pair evaluates the
potential that people who visit one city of the pair will
visit the other soon. If two cities are generally visited by
the same tourists, it is highly likely that these two cities
have an advantage for attracting tourists who have visited
one of them. This advantage may result from diverse
© 2012 ACADEMY PUBLISHER

(6)

Ar can be computed as,

Thus, the hotness of author

R

IC

scenes for visitors’ curiosity, common style for consistent
interest, efficient transportation for convenience and so
on. Therefore, we can consider the shared tourists as rolemodels, who are unconsciously followed by other visitors.
Empirically, more experienced and active authors are
more likely to become role-models. So we model the
author hotness first.
Similar to city hotness, the author hotness is modeled
based on the observation that hotter author should have
taken photos of higher interestingness and have visited
larger numbers of cities. For simplicity, we denote the
sum of the interestingness of the photos taken by author
Ar as,

åx

I Ar

k =1

R

åI
r =1

K

r ,k

,

(7)

Ar

Now we can simulate the role-model power with
author hotness and formulate our primary co-visitedness
potential by accumulating the hotness of authors that
have visited both cities as,
R

C ji = C ij = å x r ,i x r , j HAr ,

(8)

r =1

where HAr is the hotness of author Ar modeled by (7),
and x r ,i is consistent with that in (3), which denotes
whether author Ar has taken photos in C i or not. An
HAr is added when and only when x r ,i = x r , j = 1 ,
which means that author Ar has visited both the city C i
and city C j . This is exactly why we call it co-visitedness.
Furthermore, we observe that the role-model power is
related to not only the author hotness, but also the time
interval between the visiting dates of two cities. In
particular, if an author have taken photos of two cities
nearly at the same time, it is very likely that he/she has
visited both cities in a single travel for some reason. Thus,
we prefer to recommend the users to travel these two
cities in a single travel as well, by increasing the rolemodel power of this author for the two-city pair. A
similar idea is proposed by Li [2], who states that certain
sequences of category labels are much more likely to
appear than others, which also indicates the phenomenon
of “visit cities by group”. Therefore, we should use the
visiting time interval to bias the role-model power of
authors for each city pair. In general, the shorter the time
interval is, the higher the role-model power will be.
However, when time interval exceeds a threshold, it will
no longer make any differences. For example, if we have
visited a city twenty years ago and another city ten years
ago, these two cities will have equally little relevance to
the city we are visiting now. Therefore, we adopt the
logistic function to model the variation of role-model
power along with time intervals, as shown in Fig. 4. With
this bias of the role-model power of each author who has
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visited both cities, we can get the ultimate model of covisitedness as,
A

1
HAr ,
aTji , r +b
r =1 1 + de

C ji = C ij = å

(9)

where Tji,r denotes the normalized time interval between
the upload dates of photos taken in city C i and city C j
by author Ar , and is assigned infinity if Ar has not
visited both of the two cities. The parameters d, a, b in
this paper is set to 1000, 20, and -10 respectively.

Figure 4. The role-model power of authors corresponding to the time
interval between the visits of two cities.

IV. RECOMMENDATION AND THE PIPELINE
We pre-compute all the three potentials discussed in
Section III and combine them with the similarity potential
estimated by classification scores. Then we can model the
final recommendation potential as,
E i = Esimilarityi + E hotnessi + E proximity ji + E co-v isitedness ji
= w1S i + w 2H ci + w 3Pji + w 4C ji ,

normalized score is what we denote as similarity S i in
(10). It contributes to the final recommendation model in
a percentage of w1 .
Third, we calculate the recommendation potentials of
the first query by combining similarity and pre-computed
hotness. Note that the proximity and co-visitedness that
model the correlation between cities are not considered in
the first query, which means that, w 3 = w 4 = 0 in (10).
After the first query, we return a sequence of cities in
the order of potentials, from high to low. For each city,
we display photos of high interestingness in four
categories: food, landscape, man-made and person, to
show the different characteristics across cities. Then the
user chooses a photo from the city that he/she prefers to
make the next city recommendation. After the next query
photo is chosen, we come back to the second step and
update the scores. Unlike in the first query, now we add
the proximity and co-visitedness ones into the final
recommendation potential, as well as the similarity and
hotness. Besides, the city that has been chosen in the
former query is no longer considered, since we would not
like to take a second visit to the same city. Using the
greedy algorithm, we recommend cities by the final
potential of each query step by step. Since we have
considered the correlation between cities neighboring in
sequence by proximity and co-visitedness potentials, the
system can finally hand in a reasonable recommendation
of tour route for users. A sample of the implementation of
this framework is presented in the part D of Section V.

(10)

where E denotes the sum of four potentials with respect
to the different preferences for recommendation. The
parameters w = [w1, w2 , w 3,w 4 ], å i wi = 1 , weights the
relative importance of each potential, which can be
assigned by the user or fixed arbitrarily by the system.
Particularly, if we assign w1 as 1, it means that we
entirely emphasize the result of classification and desire
to find out the exact city where the photo was taken.
Then we propose a general framework of tour route
recommendation based on the potential model introduced
above, as shown in Fig. 5.
Suppose we are interested in the tour of the silkroad.
First, users provide a photo they are interested in to ask
for tour recommendation. We do not confine the photo to
be a Flickr photo associated with tag, since we can
predict the tag with its nearest neighborhoods in the
visual space. Also, the photo can actually be taken in
cities unrelated to the silkroad. It is allowed in the paper
since we can recommend the hot city along the silkroad
with the most similar sights with the query photo as an
alternative. Furthermore, we are going to scale up the
number of cities and generalize our model to the
recommendation for top cities all over the world. Then
the target city will be more likely to be found in our
system.
Second, we classify the photo to get the scores that
indicate how likely the photo belongs to each city. The
© 2012 ACADEMY PUBLISHER

Final Potential
Ei = w1 Si + w2Hci + w 3Pji + w4C ji

Figure 5. The pipeline of our recommendation framework. The cities
returned in each cycle of query are recommended in order, which form
the final tour route together.
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V. EXPERIMENTAL RESULTS
A. Dataset
Similar to [10], we submit the key word “silkroad” to
Wikipedia [9] to find out the names of cities along the
silkroad. Then we select 35 key cities and download
photos from Flickr with these 35 names using code of [1].
We retain the photo collections of the top 15 cities with
36262 photos in total. The cities and their corresponding
sizes of photo collections are listed in Table 1. We can
see that the collection of each city is quite unbalanced
with the largest size (Cairo) to be 14243 and smallest
(Aleppo) to be 136.
Table 1. 15 Cities and their size of photo collection.
Size of
City
Photo Collection
Aleppo
136
Ankara
2042
Bagdad
2241
Cairo
14243
Damascus
2507
Dunhuang
513
Gaza
192
Istanbul
4969
Kashgar
573
Kucha
364
Palmyra
349
Samarkand
256
Teheran
2043
Xian
5196
Yazd
638

B. Potentials mined from photo information
1) Hotness of each city
The city hotness computed by (3) that indicates the
relative attractiveness of each city is shown in Fig. 6.
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palmyra
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cairo

damascus

bagdad

aleppo

0

ankara
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Figure 6. The hotness of each city.

2) Proximity of each two-city pair
It is the normalized reciprocal of distance between
two-city pair. Among all the 175 city pairs, the top 5 pairs
with largest proximity are listed in Table 2.
Table 2. The top 5 proximity among 175 city pairs.
City pair
Proximity
(Aleppo, Palmyra)
1
(Palmyra, Damascus)
0.9696
(Damascus, Gaza)
0.7444
(Aleppo, Damascus)
0.6751
(Cairo, Gaza)
0.6203

© 2012 ACADEMY PUBLISHER

3) Co-visitedness of each two-city pair
Before estimating the co-visitedness potential, we first
figure out the hotness of authors. Among the total 3613
authors, the top 10 authors with highest hotness are listed
in Table 3.
Table 3. The top 10 hottest authors and their hotness.
Author
Hotness
labanex
1
djtansey
0.4090
ArneSchoell
0.3939
Hubbers
0.3147
vanLyden
0.2976
HikingMatt
0.2120
Patrick Pasenberg
0.1314
monzy
0.1129
buskam7
0.0995
DJ Eddie J
0.0992

For each two-city pair, co-visitedness models the
potential for visiting the other city when one of them has
been visited. Table 4 shows the 5 city pairs with top covisitedness.
Table 4. The top 5 co-visitedness among 175 city pairs.
City pair
Co-visitedness
(Bagdad, Teheran)
1
(Teheran, Yazd)
0.8159
(Damascus, Palmyra)
0.7018
(Cairo, Damascus)
0.5861
(Aleppo, Palmyra)
0.5363

C. Classificaiton based similarity potential
The similarity potential is the normalized scores of
classification. To perform classification, we equally
divide the whole 36262 photos into two subsets, i.e.,
training set and test set. Since the size of photos from
each city are highly unbalanced as shown in Table 1, we
first find out the city with the fewest photos and then
randomly select the same numbers of photos from the rest
of the cities to build the balanced training set. In our
experiments, the number of training photos from each
city is 69, and thus we have 1035 training photos in total.
We implement our learning procedure with RBF kernel
SVM by LiBSVM toolbox [11]. We test the effectiveness
of the learned classifier in a large scale of 18117 photos,
so that we can handle the highly uncertain query photos.
We first employ different coding and pooling strategies
to build visual features for classification. As introduced in
Section III, we consider both vector quantization and
sparse coding as coding strategies, and max pooling and
average pooling as pooling strategies. For efficiency, we
apply the code of LLC [16] for sparse coding. The
classification results are shown in Table 5, from which
we find that sparse coding with max pooling achieved the
highest classification accuracy. Thus, in the rest of our
experiments, we first carry out sparse coding for the SIFT
descriptors and then use max pooling to obtain the final
visual features.
Table 5. The classification accuracy for various combinations of coding
and pooling types.
Vector
Sparse
Accuracy (%)
Quantization
Coding
Average
23.42
22.01
Pooling
Max
18.60
26.96
Pooling
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In order to evaluate the effects of tags and find the best
classification method, we compare the results of four
methods, which employ SIFT, TAG, SIFT+TAG, MKL
(SIFT+TAG) as their features respectively. Here, we use
the training set as reference set. The result is shown in
Table 6.
Table 6. The Accuracy of four methods we apply for classification.
Method

SIFT

TAG

SIFT
+TAG

MKL
(SIFT+TAG)

Accuracy (%)

26.96

19.06

18.95

28.78

The MKL method achieves the best result, which
verifies the effectiveness of feature combination. It is
worth noticing that the dataset is highly unbalanced and
we use only 1035 photos for training while testing on as
many as 18117 photos. Since the problem is really
challenging, it is no surprise that the classification
accuracy is not as good as we usually achieved in other
classification tasks. Along with the small training set, the
unsatisfying accuracy also results from the inaccurate
prediction of visual neighbors. Since the reference set is
the training set here and only occupies half of the dataset,
it may not be enough to find the real similar photos or
cover all the possible tags. To verify this conjecture, we
increase the percentage that the reference set occupied in
the whole dataset gradually and obtain the corresponding
classification accuracies of SIFT, TAG and SIFT+TAG,
as shown in Fig. 7. We find that the classification
accuracies of both TAG and SIFT+TAG increase with the
number of reference photos and are always higher than
SIFT only, which indicates that the predication of tags is
more accurate when we enlarge the reference set. Thus,
we can expect the predicted tags to approach the actual
tags if the reference set is large enough, and then the
classification accuracy would be much higher as shown
in Fig. 7. Besides the prediction of tags, similar photos
from different cities also make the classification problem
less discriminative. Actually, the photos are difficult to
label even by humans. That is an important reason why
we should make recommendations more than purely
resorting to classification.
90
SIFT
TAG
SIFT+TAG
MKL

80
% Acurracy

70
60
50
40
30
20
50

60

70
80
90
100
% Reference set
Figure 7. The classification accuracies vary with the percentage that the
reference set occupied in the whole dataset. The 100 percentage of the
reference set corresponds to the accuracy we obtained when using actual
tags.

Furthermore, to show the characteristic of each city,
we display photos in four categories when a city is
returned. In order to avoid confusion, we address this
classification task by choosing from the four methods we
© 2012 ACADEMY PUBLISHER
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have discussed in city classification. The classification
accuracy for four categories is shown in Table 7.
Since this problem is easier, the classification accuracy
is much higher than that in Table 6 and the MKL method
still outperforms others.
Table 7. The classification accuracy for four categories.
SIFT
MKL
Method
SIFT
TAG
+TAG
(SIFT+TAG)
Accuracy (%)
65.38
35.84
58.59
65.85

Based on the above comparisons, we continue our subsequent classification work with MKL, which
automatically combines visual and textual features.
D. Final Recommendation Model
To test the feasibility and effectiveness of our
recommendation model, we begin a sample query with
the following photo from Aleppo.
Here we do not make too much emphasis on city
hotness, and assign it with a weight of 0.1, while the
similarity with a weight of 0.9. (Of course, these weights
can be set by user to satisfy his preference). Then we gain
the final potentials shown in Table 8.

Figure 8. The first query photo.
Table 8. The final potentials for the first query.
City
Final Potential
Aleppo
0.9000
Cairo
0.3092
Bagdad
0.2719
Ankara
0.2622
Kashgar
0.2589
Palmyra
0.2589
Samarkand
0.2587
Teheran
0.2582
Istanbul
0.2117
Kucha
0.1824
Damascus
0.158
Gaza
0.1105
Dunhuang
0.0999
Xian
0.072

It is inspiring that we have recommended the right city
Aleppo. So we add Aleppo as the first city into the tour
route. The next step is to make the second query with a
new photo from Aleppo as shown in Fig. 9.
To evaluate the influence of different weights, we set
weight vector w as [0.1, 0.1, 0.6, 0.2] , [0.1, 0.2, 0.1, 0.6]
and [0.6, 0.2, 0.1, 0.1] respectively. The weight vector
consists of similarity, hotness, proximity and covisitedness from left to right. The final potentials varying
with three weights are shown in Table 9.
Note that we do not consider the potential of Aleppo
any more since it is already in the tour route. We first
emphasize the potentials of proximity and co-visitedness
with w =[0.1, 0.1, 0.6, 0.2] and then Palmyra is returned as
the recommendation. The reason is easy to find from
Table 2 and Table 4 that Palmyra is the nearest city to
Aleppo and they are most commonly co-visited. When
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Table 9. The final potentials vary as we change the weights.
w =[0.1, 0.1, 0.6, 0.2]
w =[0.1, 0.2, 0.1, 0.6]
w =[0.6, 0.2, 0.1, 0.1]
City
Final Potential
City
Final Potential
City
Final Potential
Palmyra
0.7877
Cairo
0.5392
Bagdad
0.6391
Damascus
0.5106
Palmyra
0.5024
Palmyra
0.6361
Cairo
0.3814
Damascus
0.3802
Cairo
0.5596
Bagdad
0.2782
Bagdad
0.148
Teheran
0.5018
Ankara
0.2666
Istanbul
0.124
Istanbul
0.4959
Gaza
0.2548
Samarkand
0.1138
Samarkand
0.4939
Istanbul
0.2284
Teheran
0.1016
Dunhuang
0.4652
Teheran
0.1804
Yazd
0.087
Yazd
0.4563
Yazd
0.1499
Ankara
0.0819
Ankara
0.2679
Samarkand
0.1365
Dunhuang
0.0812
Gaza
0.2627
Dunhuang
0.1022
Gaza
0.0739
Xian
0.1436
Kashgar
0.0632
Kashgar
0.0494
Damascus
0.1263
Xian
0.0501
Xian
0.0443
Kashgar
0.118
Kucha
0.0493
Kucha
0.023
Kucha
0.1111

the weight is changed to [0.1, 0.2, 0.1, 0.6] , which means
we highly emphasize city hotness and concern about covisitedness, then Cairo, a definitely hot city, is retrieved
with the highest potential. If we emphasize the visual
similarity and hotness with w =[0.6, 0.2, 0.1, 0.1] , we get
Bagdad as the second recommendation. In Bagdad we
can find buildings resemble the query photo displayed in
Fig. 9, such as the two photos in Fig. 10. We can
conclude from the above discussions that the potential
weights reflect user’s preference and in order to meet this
preference, the recommendation results vary with the
change of weights. However, we can also observe that
although the final potential changes, the cities with top
potentials are relatively constant, i.e., Palmyra, Cairo and
Bagdad are always among the top 4 cities.
Since we will rank the cities according to their
potentials and photos of each city are displayed in four
categories ranked by interestingness, users can easily find
the photo that interests them to continue generating the
next city in the tour route.
In this example, we choose the right-hand side photo of
Fig. 10 as the third query photo.
To generate a tour route, we would like the next city
to be near Bagdad, so we emphasize the proximity
potential by a weight 0.5 and set the weight of similarity,
hotness, co-visitedness to 0.1, 0.2, and 0.2 respectively.
Then we get the final potentials listed in Table 10.

Figure 9. The second query photo.

Figure 10. Photos from Bagdad that resemble the second query photo
from Aleppo.
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Table 10. The final potentials for the third query.
City
Final Potential
Teheran
0.4441
Cairo
0.331
Palmyra
0.3245
Ankara
0.2888
Yazd
0.2855
Aleppo
0.2193
Istanbul
0.217
Gaza
0.2018
Damascus
0.1938
Samarkand
0.1684
Xian
0.1566
Kashgar
0.1104
Kucha
0.0703
Dunhuang
0.0444

Figure 11. Location of Teheran and Bagdad in Google Map with
Bagdad denoted as A, and Teheran denoted as B.

Note that we do not evaluate the potential of Bagdad,
since we do not want to visit the same city for a second
time. In this query, we get Teheran as the first preference,
which is located in Iran, next to Iraq where Bagdad is
located. And the distance between them is only 693.74km, which takes less than one hour to fly from the one to
another. Their relative locations in Google Map [14] are
displayed in Fig. 11.
Also, in the collection of Teheran, we find photos
resemble the third query photo from Bagdad, such as the
two photos shown in Fig. 12.

Figure 12. Photos from Teheran which resemble the third query photo.
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What’s more, Teheran and Bagdad is the most
commonly co-visited city pair as shown in Table 4. We
suppose that authors tend to visit both of them for the
reason that they are near in terms of location and are both
attractive. As a result, the authors who visited the two
cities during a relatively short time have actually acted as
our role-model authors who help us make this
recommendation for users.
According to the above analyses, we suppose that
Teheran is the best choice for the third query with
weights [0.1, 0.2, 0.5, 0.2] , which emphasize on proximity
potential and less concern with similarity.
Now if we accept the above recommendation results,
we can obtain our three-city route as “Aleppo→ Bagdad
→ Teheran”, and we can continue by choosing a photo
from Teheran to ask for the fourth city. The cycle of
query can be terminated any time when we get a tour
route as long as we expect. Finally, a complete tour route
is generated as “Aleppo→Bagdad→Teheran→…→....”.
Interestingly, if we continue by placing emphasis on
proximity potential alone, we will get one of the possible
tour routes the same as a fragment of the original silkroad,
as illustrated in Fig. 13.
VI. CONCLUSION
In this paper, we propose a general framework of
making recommendations for tourists who are interested
in photos and have no idea where they were taken. We
believe that the user is not necessarily interested in the
exact city where the photo was taken. Instead, what the
user is more interested is the style of the scene in the
photo. Therefore, unlike traditional methods, we perform
classification only to obtain the resulting scores as one of
our four potentials, i.e., similarity potential. Besides, we
model other three potentials, including hotness, proximity
and co-visitedness, by analyzing the information attached
to each photo. Making an overall consideration of all the
four factors, we can make a final recommendation of a
tour route for users step by step. In each step, we display
photos in four categories, which show the characteristics
of sights and culture of each city. The sample query
shows the effectiveness and reasonableness of our model
for tour route recommendation. One of our future works
is to explore a more principle way to model the
interactive information among photos and to combine
them more sophisticatedly. Besides, we would like to
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increase the accuracy of classification and generalize our
framework into other settings such as recommendation
for top-100 cities all over the world.
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